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Abstract.  Two practices define AI-assisted software development in 2026: coding agents that 
read a repository and execute changes under automated checks, and products built as teams of 
role agents that  a model coordinates at  run time. This paper examines both for one class of  
system, decision support for pre-clinical drug discovery. There, a scientist or a committee acts on 
the output, and the reasoning engine is a language model whose outputs vary between runs. It  
makes two claims. On how the software is built,  it  adopts the process discipline the agentic 
engineering  literature  describes  (verification  outside  the  model,  a  person  holding  judgment, 
failures converted into standing controls) and differs in two respects. The operator runs every 
command on the target machine, and each science decision the data forces during the build is put 
to a scientist and recorded before it takes effect. On how the product is structured, it uses one 
reasoning  engine  in  a  topology fixed  before  run  time,  a  provenance  record  on  every  value, 
replication published as a spread, and no go or no-go output, in place of agents that plan and 
route at run time and converge on an answer. The paper states requirements for the run-time 
output  and  for  the  build  method,  describes  how  two  independent  applications,  Compound 
Insights  and  the  SIM Framework,  apply  the  approach.  It  catalogs  observed  failures  and  the 
controls that now catch them, and states what the approach costs. The comparisons with agentic 
practice are the author's design assessments against stated requirements, and the paper names the 
measurements that would test them.
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1. Introduction

Two practices define AI-assisted software development in 2026. The first  is the coding agent: a  
language model with read and write access to a repository that executes commands in the developer's  
environment, under hooks that block rule violations, inside a harness that carries state across context 
windows [1,2]. The second is the agent team: an orchestrating model that plans a task at run time,  
dispatches it to planner, researcher, critic and writer agents, and merges what they return [3,4]. We 
use "agentic engineering" for the first practice and "agent team" for the second, because the two are  
often discussed together and are separable.

The  empirical  record  behind  both  is  mixed.  A  randomized  trial  of  early-2025  tools  found  that  
experienced open-source developers took 19% longer with AI assistance while estimating afterwards 
that it had made them 20% faster [5]; the same group has since changed its study design and reports  
raw results with some evidence of a speedup, and cautions that selection effects may hide larger 
gains [6]. A taxonomy of multi-agent failures reports that performance gains of such systems on 
popular  benchmarks  are  often  minimal;  it  groups  their  failures  into  system  design,  inter-agent  
misalignment and task verification [3]. A 2026 case study and a 2026 methodology paper agree that  
the process, whichever tool is used, determines whether AI-assisted development can be governed: 
verification outside the model,  a  person holding judgment,  and recurring failures  converted into 
standing controls [7,8].

This paper asks what follows when the software is decision support for pre-clinical drug discovery, 
where a scientist or a committee acts on the output. It makes two claims and keeps them separate. 
The first concerns the build: the process discipline above is correct for this setting and is adopted in 
full, with two differences, one in where commands run and one in who makes the science decisions 
that surface during the build. The second concerns the product: agent teams that plan and route at run 
time and converge on an answer are the wrong architecture for this setting, and a single reasoning  



engine  in  a  topology  fixed  before  run  time,  with  provenance  on  every  value  and  disagreement 
published, is the alternative described. Neither claim is an argument against agent frameworks in 
general; Section 9.3 describes a platform by the same author for which an agent framework is the 
right design.

The evidence is of three kinds: the design rationale, a catalog of failures observed in two project 
records  with  the  controls  that  now  catch  them,  and  the  published  literature.  Two  independent  
applications  illustrate  the  approach:  Compound  Insights,  which  builds  cited  dossiers  on  drug 
compounds, and the SIM Framework, which supports the Development Candidate (DC) decision. 
They have separate scopes, codebases and deployments, and each deploys the same reasoning engine, 
project fred, as a separate pinned dependency. Measured results for each application are reported 
separately [9,10]. Section 2 states the requirements; Section 3 summarizes what the literature on 
agentic engineering and agent teams establishes; Sections 4 and 5 describe the build method and the 
product architecture, each with a comparison table; Section 6 catalogs failures and controls; Section 7 
describes how each application applies the approach; Section 8 covers related work; Section 9 states  
costs and limits; Section 10 concludes.

2. Setting and requirements

Pre-clinical drug discovery is a sequence of decisions taken on incomplete evidence: which target to  
pursue, what the public record says about a compound, whether a series is worth optimizing, and, at  
the DC decision,  whether to nominate one molecule and commit  it  to IND-enabling toxicology.  
Analyses of pipeline attrition link late failure to the quality of evidence and decisions at these earlier  
points [11], and the long-run decline in R&D efficiency to systematic causes in how projects are  
chosen and progressed [12]. Each decision is contested, and a person or a committee resolves it.  
Decision support in this setting has one job, to assemble the evidence for and against each claim with 
its provenance visible, and one prohibition, to leave the decision to the person or committee that 
owns it.

Two sets of requirements follow. The first concerns the output at run time.

R1, consequential. A scientist or a committee acts on the output, so a plausible wrong answer costs  
more than a slow right one.

R2, attributable. Every value traces to the evidence it rests on and to the engine version and model  
identity that produced it.

R3, reproducible within stated limits. The engine is run by a language model whose outputs vary  
between runs [13]. A value is therefore reported with its engine version, its model identity and the  
spread across  repeated runs.  Replication measures  stability;  correctness  is  established by checks 
outside the engine.

R4, undecided. The system assembles evidence and does not make the decision. Disagreement is 
shown to the decision-maker and left unresolved by the system.

The second set concerns how the system is designed, developed and tested.

M1, accountable. One person must be able to defend every mechanism to a reviewer, a co-author or a 
partner.

M2, recorded. Falsified hypotheses and measured failures are results, and they must survive into 
publication.

M3, externally verified. A model's review of its own output, without external evidence, does not  
verify it [8,14]. Every change is therefore checked outside the model, and every prediction about the 
effect of a change is written down beforehand and scored afterwards.

M4, scientist-ruled. The science and data decisions that shape the system cannot all be specified in 
advance. Pre-clinical evidence is sparse and uneven, and what the public record holds for a given 
compound, target or precedent is discovered only when the system is run against the sources. Each 
gap forces a decision.  A data decision (which source,  which field)  or  a  coding decision (which  



fallback)  can be  delegated under  a  written  rule.  A science decision turns  on what  the  evidence 
supports, is argued before it is made, and needs a person who can be held to it.

The build method of Section 4 is designed to meet M1 to M4, and the product architecture of Section 
5 to meet R1 to R4. The same habits serve both: the register that meets M2 is the same practice as the 
provenance record that meets R2, and the replication campaign that checks a change under M3 is the  
instrument  that  measures  the  stability  of  a  value  under  R3.  In  the  author's  assessment,  agentic 
engineering as described in Section 3 fully meets M3 and partially meets M1, M2 and M4; an agent  
team meets R2 to R4 only in part, because provenance is kept per agent, the path through the team is  
chosen at run time, and the output is a converged answer where R4 asks for a decision left open.

The position of the paper: build what the decision needs and nothing beyond it; put a person at every 
point where scientific judgment is exercised and let that person decide; and fix the architecture before 
run time, as a core with layers built on it, rather than letting a model choose the workflow as it runs.  
When a model chooses its own path, the path varies from run to run. For this class of system that  
variation is a defect even when the answer is right, because who decided and what the answer rests 
on then have to be reconstructed after the fact.

3. What the literature on agentic engineering and agent teams establishes

3.1 The coding agent and its process claim

The tooling of agentic engineering is a coding agent with repository access, hooks that block rule 
violations, and a harness that carries state across context windows through progress files, feature lists  
and version-control history [1,2].  The process claim can be stated without the tooling. Moreira's 
methodology holds that, absent external tool use, a language model cannot determine whether what it  
generated is correct, so verification must sit outside the generator, at approval points the agent may 
request and may not pass on its own [8]. Davis et al. report from a twelve-week instrumented case 
that development velocity surfaces recurring classes of failure and that engineering judgment sustains 
the velocity by converting those classes into governance mechanisms [7]. Two further results bear on 
verification. Models do not reliably correct their own reasoning without external feedback [14], and 
models used as judges show position and self-enhancement biases and favor their own generations 
[15,16]. The randomized trial cited in Section 1 shows why self-report is not evidence of benefit: 
developers'  post-study  estimates  of  their  own  speedup  were  in  the  opposite  direction  from  the 
measured effect [5].

3.2 Agent teams

An agent team decomposes a task across role agents that pass state to one another and converge on an 
answer. The MAST taxonomy, fourteen failure modes in three categories, came from expert analysis 
of 150 execution traces and was applied to more than 1,600 annotated traces from seven frameworks; 
two of its task-verification modes are no or incomplete verification and incorrect verification [3]. 
Multi-agent debate improves factuality and reasoning on some tasks [17], but debate strategies do not 
reliably outperform self-consistency or ensembling and are sensitive to their agreement settings [18].  
Anthropic's account of its multi-agent research system places the benefit in parallel exploration of  
independent subtasks and the cost in coordination and token use [4]. Two features of agent teams 
matter for the argument that follows: a model decides the path through the team at run time, and the 
team's positions are merged into one answer.

4. The build method

4.1 Who does what

Both applications were built by one operator, a systems engineer by training and not a professional 
developer,  in  interactive  sessions  with  Anthropic's  Claude  models  in  the  Claude.ai  application, 
alongside a  terminal  [19].  The division of  labor  is  fixed.  The model  drafts  specifications,  code,  
documents and checks, and runs code only in its own sandbox, against copies of files the operator 
uploads; it has no access to the operator's machines or repository. The operator runs every command 
on the target machine, reads each change in its dry run before applying it, and makes every science  



and governance decision. No coding agent in the sense of Section 1 was used. Where this paper says 
the operator executes, it means this division of labor.

Mollick distinguishes three modes of working with a model [36, pp. 61-68], extending the centaur 
and cyborg pair introduced in his earlier work [33,34]. Centaur work keeps a clear division of labor,  
with distinct boundaries between what the person does and what the model does and clean handoffs  
between them; cyborg work weaves the two together; conjurer work delegates a task and evaluates 
the result afterwards. In both of the first two the person stays in the loop throughout, and Mollick's  
rule for choosing is that centaur work fits when part of the task requires judgment the model does not  
have. On judgment this method is centaur work: the model drafts and the scientist rules, and the 
handoff is never blurred. On execution it is the reverse. Mollick reports Doctorow's term for the 
opposite arrangement, the reverse centaur, a machine that uses a person as its appendage, working at  
the machine's pace and handling what the machine cannot yet do on its own [36, p. 125; 35]. That is a 
fair description of the execution layer here: the model writes the change script and the operator types, 
runs and pastes it back. Doctorow and Mollick describe the arrangement as one imposed on workers; 
here it is chosen, because the hands are where the checks sit. The operator reads every dry run and 
every  result,  and  nothing  is  written  to  the  target  machine  that  a  person has  not  seen.  The  two 
arrangements are one division of labor seen from its two ends, and the method depends on keeping 
them distinct: the scientist is never the machine's hands on a science decision, and the model is never 
the judge of its own change. Conjurer work, where the person is absent while the model works and 
judges the deliverable at the end, is the mode of the agent team and of what Mollick, following  
Shapiro's five-level scale, calls the dark factory, in which no human writes or reviews code [36, p.  
129]; on that scale the method sits at Level 4 on authorship, since the operator writes specifications 
and no code, and deliberately below it on execution, and the paper's argument is that for this class of  
system the conjurer mode gives up what the output must carry.

The division is fixed; the way it is exercised is not. The build spanned several model versions, and  
the  application  around  the  model,  its  tools,  memory,  project  instructions  and  sandbox,  changed 
between them. Each change altered what the model could be trusted to draft unaided, how much of a 
session's state it could carry, and where the operator's attention was best spent. Mollick's premise is  
that a model is sometimes, but not always, better than the person working with it, that the person's 
expertise is the quality filter on its output, and that trust without verification is how a person falls  
asleep at the wheel [36, p. 99]; the balance between the two moves with each model and application  
release. The method expects this: the standing instructions and the register are the parts that persist,  
and the share of work the model takes within the fixed division is revised as the application and the 
models behind it change.

Figure  1  shows  the  two  loops  of  the  method.  The  change  loop  governs  every  edit  to  code  or 
documents. The ruling loop governs the decisions that the sources force during the build (M4). Both 
write to a register that carries state between sessions.



Figure 1. The build method. The change loop (top) governs every edit: a specification is accepted only after an adversarial  
cold read (check 1), and a change is written only after the operator reads its dry run (check 2). The ruling loop (bottom)  
governs the decisions the sources force: a run against the real sources exposes a gap, a scientist rules on it, and the ruling  
becomes a requirement before the next change. The register carries state between sessions.

4.2 The elements

Standing instructions.  Behavior  is  set  in  four  layers:  personal  settings for  every session,  project 
instructions for one application, a continuation document written by the previous session, and the 
conversation. The first two are plain-English files. When behavior drifts, the correction goes into one 
of those files rather than into the next message. Harness designs make the same move with progress 
files [1]; here the operator reads and enforces them.

Specification  before  code,  attacked  before  acceptance.  The  model  drafts  a  specification  from a 
conversation in which it asks and the operator decides. A separate prompt, written to find fault, reads 
it cold. Defects are fixed, withdrawn claims stay in the document as a record, and only then is code 
written. On one Compound Insights specification, that cold read found eleven defects, five of them 
structural, before any code existed [19].

Checked change scripts. Every change is a script the model wrote and the operator ran. The script 
states the checksum it expects, shows in a dry run exactly what it would change, and aborts if the file  
differs from what it expects. The operator reads the dry run and applies it, checksums confirm the 
result, and the change is committed and pushed. One script aborted correctly when it found four  
matches where it expected two; the extra two were historical record [19].

Predictions scored, misses kept. The expected outcome of a change is written down before it runs and 
scored afterwards.  Misses are the material  from which controls  are built  (Section 6);  this  is  the 
conversion of failure classes into governance that Davis et al. describe [7], done by hand.

The step-back. Between sessions the operator forces a review that a session does not produce on its 
own: an open-items register with a stated lean on each item, science items ranked above engineering 
items, closed items marked closed, and a continuation document. Without this review a project drifts  
toward whatever is most tractable; the step-back re-asserts priority.

Decisions surfaced by the data. M4 is why the method has a ruling loop. A run against the real 
sources shows what they hold: a compound with no ChEMBL entry and three PubMed records; a  
claim for which no evidence exists in any source; a precedent whose public reference names no 
parseable  accession.  Each  finding  forces  a  ruling  that  no  specification  anticipated:  whether  the 
dossier reports that no data were found or infers from analogues; which sources count as curated and 
which fields permit literature-grounded inference; what comparability basis a precedent must carry; 
whether the engine's declining to answer is the correct result. A language model adds a second layer 
of uncertainty: its behavior on thin data (whether it fills gaps, declines or over-generalizes) has to be 



measured, because it cannot be predicted in advance. The loop is therefore: run, find the gap, put the 
decision  to  the  scientist,  record  the  ruling  in  the  register  before  it  takes  effect,  update  the  
specification, and run again.

A coding agent working alone resolves such gaps as it goes, choosing a fallback, and the choice is 
visible afterwards only if it was logged. An agent team resolves them at run time, and may resolve  
them differently on each run. A harness can be instructed to stop and ask at a data gap, but only at the 
gaps its author anticipated, and what it returns to the engineer is a prompt for approval. A science  
decision is not settled that way. Whether a compound with three PubMed records should carry any  
inferred claim, or what makes a twelve-week trial comparable to the chronic exposure a candidate 
proposes, is settled by discussion: the operator arguing it with the model in the session, and outside 
the session with co-authors and domain reviewers, before a ruling is written down that someone will 
defend. The method keeps that discussion in the session and the register, and keeps the name of the 
person who made the ruling attached to it.

4.3 Comparison with coding-agent practice

Table 1 compares the method with coding-agent practice. The assessments are the author's, made 
against the projects' own standard (attribute, never assert; no silent failure; measured, not inferred) 
and the cited literature; they are not controlled measurements. The rows that favor coding agents  
matter as much as the others: the method is not claimed to be faster, to read the live repository, or to  
transfer to a second engineer.

Table 1. The build method compared with coding-agent practice (author's assessment).

Dimension This method (interactive sessions; 

operator executes)

Coding-agent practice (repository 

access and hooks)

Assessment

Who makes science and 

governance decisions

The operator, one ruling at a time, 

recorded before it takes effect

The engineer at review points; the 

agent proposes. In agent teams, 

judgment is spread across role 

prompts

Equal with a single 

agent; this method 

compared with agent 

teams

Science and data 

decisions that surface 

during the build (M4)

Surfaced by a run against the sources, 

ruled on by the operator, recorded, 

and written into the specification

Resolved by the agent as it works 

unless a hook stops it; visible 

afterwards if logged

This method

Verification that a 

change is correct

Checksum, anchor count, self-tests 

and scratch render; the operator 

approves the dry run

The same checks, expressed as hooks 

that block the action

Equal

Where commands run The model runs code in its own 

sandbox on uploaded copies; the 

operator runs every command on the 

target machine

The agent runs commands in the 

developer's environment; the 

engineer approves

Coding agents on 

speed; this method on 

the operator's 

knowledge of what ran

Model reads the live 

repository

No; it reads uploads, the source of the 

most frequent build-time error (Table 

3)

Yes Coding agents

Record of predictions, 

misses and falsified 

hypotheses

Kept in the register with the 

measurement

Kept where the harness persists it 

[1,2]; otherwise lost at context 

compaction

Equal where the 

harness persists it

Throughput Bounded by the operator's turn rate Higher on execution Coding agents

Operator's 

understanding of the 

system

Every change is read in its dry run 

before it is applied

Depends on how much of the agent's 

work the engineer reads

This method

Transfer to a second 

engineer

Not possible today: the rules are 

prose that one person enforces

Possible where the rules are hooks Coding agents



On who decides, how a change is verified and what is recorded, the method and a well-configured 
coding agent implement the same process. They differ in where commands run, which costs the 
method speed and transfer, and in the handling of the science decisions the data forces during the  
build, which the method puts to a scientist as each one arises.

5. The product architecture

5.1 One reasoning engine, and what pinning covers

Each application calls one reasoning engine, project fred, at version 0.3.0 [20]. fred is a ReAct-style  
loop [21]: the model reasons about what to check next, calls one of ten registered tools (lookups  
against UniProt, PubChem, PubMed, Open Targets and Reactome, a web search, and utility tools), 
reads the result, and repeats until it can answer or its step budget is spent. The budget defaults to 30  
steps and the caller can set it between 1 and 200. fred serves one question at a time.

For every tool call fred records the tool, its arguments, the time, the duration, whether it failed, a 500-
character excerpt of the reply, and the byte length and SHA-256 hash of the complete reply. The 
complete reply itself is not retained; recovering it means asking the database the same question again, 
and the hash shows whether the answer has changed. A value recalled by a model can be invented. A 
recorded lookup can be checked by a reviewer who trusts neither the operator nor the model.

fred  is  deployed  as  a  sealed,  versioned  container,  separately  for  each  application,  and  each 
application treats it as a vendor service: it calls fred through one path and never edits it. An earlier 
Compound Insights design used a general agent framework; it  was retired in favor of the single  
engine with one call path, so that no framework-level silent failure remains.

Pinning fred fixes its code, its tool registry and its wire protocol. It does not fix the language model. 
fred v0.3.0 has one model backend configured, Kimi K2.6, served from the cloud through a local  
Ollama daemon; fred sets no sampling parameters, and its run record states that temperature, top-p 
and seed were left unset [20]. The run record carries the model provider, the model name, and the  
tokenizer name and revision, so the model identity is recorded on every run. It is not controlled: the 
weights and serving stack of a hosted model belong to its provider. Outputs therefore vary for three 
reasons:  sampling at  the  provider's  default  settings,  variation that  serving introduces  even when 
sampling is greedy [13], and changes the provider makes to the model. R2 is met by recording the  
model identity.  R3 is met only in the limited form stated in Section 2:  recorded identity plus a  
measured spread. A deployment with a locally served model at fixed weights and fixed sampling 
settings would narrow the second and third sources of variation, and that deployment has not been 
built.

Figure 2 contrasts this arrangement with an agent team.



Figure 2. Product architecture. (a) An agent team with run-time orchestration: an orchestrating model plans and routes 
work among role agents that pass state to one another, and merges their outputs into one answer; variation arises at every 
agent call and every routing decision. (b) This work, deployed separately in each application: fixed inputs and fixed roles  
per claim, one pinned engine whose every lookup is recorded, a hosted model whose identity is recorded but not pinned,  
replication published as a spread, a provenance record on every value, and a person who decides.

5.2 Provenance on every value

Every inferred value in a Compound Insights dossier carries the prompt version, the run identifier, 
the record of lookups, the validation state of each citation on independent re-resolution, and the result 
of a grounding check. The SIM Framework classes every citation row by origin: curated, resolving to 
the corpus supplied to  the engine;  retrieved,  evidenced by a  recorded tool  result;  or  neither,  an 
identifier that appears in no supplied record and no recorded search [10]. The third class matters most 
for safety, and it is published. Language models are documented to produce fabricated and erroneous 
citations [22], which is why every citation is re-resolved and, in SIM, classed. Resolution establishes 
that a record exists; it does not establish that the record supports the proposition it was cited for, and  
the SIM Framework's published record says so [10]. A claim with no evidence is reported as such:  
for a compound with three PubMed records and no ChEMBL entry, most fields read "no data found".  
This applies provenance practice from computational science [23,24,25] value by value.

5.3 Replication and checks outside the engine

Replication measures stability. It does not measure correctness, because a consistent error replicates.  
The SIM Framework's published record makes the point directly: agreement across repetitions that 
share one model, one prompt and one evidence base is reproducibility and should not be read as 
corroboration [10]. Correctness has to come from checks outside the engine.

fred's release suite is one such set of checks, run by a separate harness against the deployed service 
[20]. Each test question has an answer that is a small set of exact values a database holds, queried 
directly and hashed before the question is put to fred. Every identifier in every answer is classified by 
where it  came from and re-queried against  its  database.  A judge from a different  model  family 
(GLM-5.3-Flash) scores each answer after  being calibrated on deliberately corrupted answers.  A 
comparison against a stored baseline refuses to run if the case definitions, the judge prompt, the judge 
calibration or the harness versions have changed, so a run cannot be declared equivalent after the 
yardstick has moved.

Compound Insights runs evaluation campaigns of the same design against its own dossier questions. 
The SIM Framework argues every claim R times and publishes the spread. Both use self-consistency 
[26] for measurement rather than for selecting an answer: the spread is published and is not collapsed 
by majority vote. A change of engine version is a deliberate re-pin, recorded per claim, and outputs 



produced under an earlier version are never back-filled. Compound Insights moved from fred v0.2.0 
to v0.3.0 on September 19, 2026, and both applications now call v0.3.0.

5.4 The SIM Framework: three fixed roles and a committee

The SIM Framework runs the engine in three fixed roles for each claim in a nomination package 
(Figure 3). A constructive opening argues that the evidence for the claim is sufficient, and a skeptical 
one that it is not, each from the same fixed evidence menu. An arbiter reads both openings, checks 
their citations, and records a ruling for one position or declines to rule. The menu is the same for both 
openings on every repetition, and nothing ranks or selects evidence. The sequence is repeated R 
times (five in the published demonstration) and the rulings are published as a spread.

This is a multi-agent debate in form: a proponent, an opponent and a judge, the structure studied in  
[17,18]. It differs from the agent teams of Section 3.2 in four respects, each fixed before run time. 
The topology is fixed: no model decides which role runs next or what it sees. The inputs are fixed:  
both openings argue from the same menu. The positions are not merged: each repetition's ruling is 
tallied and the spread is published, so a minority position stays visible, and a repetition with no ruling 
is counted. The output is not a decision: the system never emits go, no-go, or "criterion met". In this 
paper "ruling" means the arbiter's output in one repetition, and "decision" means what the committee 
does.

The arbiter depends on the openings, so an error in an opening is an input to the arbiter; this is the  
handoff that MAST classifies as a source of inter-agent failure [3]. The controls are that citations are  
checked at the arbiter stage, a missing ruling is counted, and each opening's own failures are recorded 
per repetition. The published record also shows a limit of these controls: in some repetitions the 
arbiter cites identifiers that appear in neither opening, and whether those came from the engine's own 
lookups or from the model's weights is not resolved in the record [10].

Precedent  is  handled  explicitly.  A prior  compound's  outcome may be  cited  only  with  a  written 
comparability  basis,  and  negative-precedent  records  state  what  the  literature  does  not  contain, 
because a corpus of papers cannot carry the proposition that no paper exists. The DC committee 
reads the spread and the provenance and decides.

Figure 3. The SIM Framework per-claim pipeline. Two openings argue for and against the claim from the same fixed  
evidence menu; the arbiter reads both, checks citations and records a ruling or declines. The sequence runs R times on the  
same engine and menu; rulings are counted and published as a spread, and the committee decides.

5.5 Comparison with agent teams

Table 2 compares the architecture with an agent team, on the same basis as Table 1.

Table 2. The product architecture compared with an agent team (author's assessment).

Dimension This architecture (one engine, 

topology fixed before run time)

Agent team (orchestrator plus role 

agents)

Assessment

Who chooses the path Fixed before run time; in SIM, three 

roles per claim in a fixed order; no 

model routes work

An orchestrating model plans and 

routes work at run time

The design choice on 

which the other rows 

depend



Dimension This architecture (one engine, 

topology fixed before run time)

Agent team (orchestrator plus role 

agents)

Assessment

Where variation 

between runs arises

The engine call in each fixed role, 

measured by replication

Each agent call and each routing 

decision

This architecture: fewer 

sources, each measured

Attribution of a value 

to evidence

Tool-call record, run id, prompt hash, 

model identity and citation state on 

every value; in SIM each citation 

classed by origin

Per-agent logs; the chain across agents 

is reconstructed afterwards

This architecture

Reproducibility Engine version pinned; hosted model 

identity recorded but not controlled; 

spread published; re-pins recorded per 

claim

Depends on logging each agent's 

configuration and each routing 

decision

This architecture, 

within the limit set by 

the hosted model

Output to the 

decision-maker

Evidence and per-repetition rulings as a 

spread; no go or no-go

A converged answer This architecture, under 

R4

Disagreement Published as a spread; a missing ruling 

is counted

Resolved inside the loop; debate 

protocols that merge positions are 

sensitive to their agreement settings 

[18]

This architecture

Verification failures Checks outside the engine can stop a 

run (Table 4)

No or incomplete verification and 

incorrect verification are among 

MAST's failure modes [3]

This architecture, 

where the checks exist

Throughput per claim Serial in current deployments: one 

question at a time per engine instance

Parallel fan-out over independent 

subtasks [4]

Agent team

Breadth of task Narrow by design: claim-level inference 

from literature and databases

Research, synthesis, writing and tool 

use in one pipeline

Agent team

The two rows that favor agent teams, throughput and breadth, are real. The throughput row depends 
on the current deployment: fred serves one question at a time and its model is served remotely, so  
there is  nothing for fan-out  to use.  That  is  a  property of  the deployment.  The R repetitions are  
independent  and could  run in  parallel  on several  engine  instances,  which the  SIM Framework's 
federated design target anticipates (Section 7.2). The case against an agent team therefore rests on 
attribution and on keeping disagreement visible, which are what R2 and R4 require. The task is  
narrow by design, because every additional step that a model chooses at run time is a step that has to  
be attributed afterwards.

6. Observed failures and the controls that catch them

Tables 3 and 4 list  failures observed in the two project records and in fred's release testing, the  
mechanism behind each, and the control that now catches it. Each run-time row names the system,  
since a control in one system is not a control in the other. Most controls were added after the failure  
was observed and scored, as Section 4 describes. In MAST's terms [3], the build-time failures are 
specification and verification failures of a single model. The run-time failures are verification failures 
made visible by a check that can stop a run, and, in SIM, failures at the fixed handoff from the  
openings to the arbiter.

Table 3. Build-time failures observed in the Compound Insights build record and their controls.

Build-time failure (observed) Mechanism Control that catches it

The model reasons from an earlier 

copy of a file rather than the live one

Uploads are snapshots; the live file changes; 

the model edits the copy it has

Checksum before and after every write; 

the script aborts on a mismatch

The model reports a review that was 

only a re-read

Checking while writing is not a review; self-

correction without external feedback is 

unreliable [14]

Review is a separate pass with a separate 

fault-finding prompt, run before the 

operator reads



Build-time failure (observed) Mechanism Control that catches it

The model announces a deliverable 

that does not exist

Fluent completion text does not show that the 

file exists

The operator looks for the file and its 

checksum, and disregards the sentence

The task quietly narrows or widens Adjacent defects are more tractable than the 

objective, and the model drifts to them

The objective is restated at the top of 

every reply, with whether the reply 

advanced it

A change script would have touched 

historical record

A pattern matched more places than intended The script asserts the expected match 

count and aborts otherwise

Table 4. Run-time failures observed in the two systems and in fred's release testing, and their controls.

Run-time failure (observed) Mechanism Control that catches it

Stalled run (Compound Insights) An engine job neither completes nor fails; fred 

serves one question at a time, so a stuck 

question blocks the next

A poll limit; the run is recorded as failed, 

under the rule that nothing fails silently

Contamination on answer shape 

(Compound Insights)

A judge or downstream step keys on format 

rather than content

A judge calibrated on deliberately corrupted 

answers; cell-by-cell comparison with a 

frozen baseline

Genuine citation, wrong entry (fred 

release suite)

A resolvable identifier for a different entry 

from the one asked for (described below)

Required citations checked against a case 

file fixed in advance; every identifier re-

queried outside the engine; the run refused 

before judging

Precedent used as unearned 

support (SIM)

A prior compound's outcome cited without a 

stated comparability basis

Negative-precedent records and a written 

comparability basis for each precedent

Precedent records the provenance 

layer cannot attribute (SIM)

Their public references name no parseable 

accession

The gap is published as a limitation beside 

the evidence it qualifies

Arbitration returns no ruling 

(SIM)

The arbiter stage completes without a ruling 

although both openings completed

The claim's no-ruling counter records the 

loss; the gap is published as a limitation

Baseline drift (Compound Insights) The yardstick changes between campaigns The comparison refuses to run if the stored 

baseline's checksum has changed

One instance shows why re-resolution must be independent of the engine. Asked for human SOD1,  
fred cited a genuine, resolvable UniProt accession for an unreviewed 134-residue entry instead of the 
reviewed 154-residue entry. The database had ranked entries differently when fred asked for one 
result rather than five, and fred's lookup tool does not yet prefer reviewed entries. The release suite 
checks that each citation its case file requires is present; the reviewed accession was missing, so the 
citation stage recorded a violation and refused the run before the judge saw it [20]. A check that asks 
only whether a  cited identifier  resolves would have passed this  answer,  because the unreviewed 
accession resolves. Fluency and correctness come apart in the model [14] and in the developer's 
judgment of the model [5], so the process has to supply the check.

7. Two example applications

The two applications are independent systems within the scope of Section 2. For each, this section  
states what it does, how the method and the architecture are applied in it, and why the conventional  
build,  a  coding  agent  producing  an  agent  team,  was  not  used.  Measured  results  are  reported 
separately [9,10].

7.1 Compound Insights

What it  does. Compound Insights produces a cited dossier for a compound from public sources, 
including  ChEMBL  [27],  UniProt,  PubMed,  ClinicalTrials.gov,  Open  Targets  and  Reactome, 
together with literature-grounded inference,  and scientists  read it  to decide what  to make of  the 



compound [9]. Its test compounds span the range of available evidence: a data-rich approved kinase 
inhibitor; an oral GLP-1 receptor agonist whose structured records are thin, so inference carries more 
of the dossier; and an investigational agent with no ChEMBL entry, where the question is whether  
the engine declines to answer where it should. The third compound is M4 in practice. The ruling that  
most of its dossier would read "no data found", and that inference from analogues would not be 
permitted, was made by the operator after the first run showed what the sources held. Both sets of 
requirements hold, and the work is being prepared for journal submission, so the record of what was 
tried and falsified must survive (M2).

How it is built and structured. The method of Section 4 applies without exception. fred is pinned 
under a standing instruction that it is a vendor service the application must not change. The move to 
fred v0.3.0 was run as a  recorded acceptance campaign with a comparison against  the previous  
version, and the caveat that qualifies the comparison is kept with it. Values are regenerated through 
evaluation  campaigns.  The  application  calls  fred  through  one  path,  and  every  value  carries  its 
provenance record on the dossier page. The earlier design, in which retrieval, inference and writing 
ran as separate agents in a general framework, was retired because its values could not be attributed 
to one call path and an error in one agent became the next agent's input.

Why  not  the  conventional  build.  A  coding  agent  would  have  built  this  faster  and  would  have 
removed the upload-snapshot error class of Table 3. It was not used because the operator must be 
able to read and defend every dossier mechanism to a co-author and a reviewer (M1), and because  
the record that publication needs, in the specification, cold reads and register, is produced by the 
method itself (M2); a harness persists progress, and the reasoning behind a science ruling has to be  
written down by the person who made it. An agent team, with retrieval, chemistry, writing and critic  
agents converging on a dossier, is close to the framework design that was tried and retired.

7.2 The SIM Framework

What it does. The SIM Framework is decision support for the DC decision, built for a nomination 
committee, in collaboration with Lenovo IDG Commercial Workstation Industry and Solutions [10]. 
For each claim in a nomination package it produces the strongest case that the evidence is sufficient,  
the strongest case that it is not, and a ruling, repeated R times over the same fixed evidence with the  
spread reported.  Precedent  is  handled through authored negative-precedent  records and a written 
comparability basis. It emits no go or no-go, and no statement that a criterion is met. In the published 
demonstration the candidate is synthetic, its readouts authored with a designed weakness, and the 
precedents are real, so the system is exercised on a hard case without asserting anything about a real  
molecule. Because every readout was authored with a weakness, the demonstration has no positive 
control, and the published record says so [10]. R1 holds in its sharpest form, since the output feeds a 
decision that commits a program to IND-enabling toxicology, and R4 is the design rule that the 
system emits no decision.

How it is built and structured. The method is the same, with two features the decision imposes. A 
scope document is the single source of truth: every ruling is numbered, entered before it takes effect  
and cited by number later, and where a later note disagrees with the scope, the scope governs. Every 
tool call, query and payload is recorded with the run. M4 applies here through precedent. Running 
the  demonstration  showed  that  the  provenance  layer  could  not  attribute  the  authored  negative-
precedent  records,  because  their  public  references  named  no  parseable  accession;  the  ruling  to  
publish  the  gap  as  a  limitation,  rather  than  change  the  reference  format  between runs,  was  the 
operator's. Limitations are carried on every published surface beside the evidence they qualify, which 
is the rule that misses are kept, applied to the product. The committee's pages are generated from 
served data files with published digests, which is the checked-write discipline applied to publication. 
A single claim set takes hours to run, so in SIM the engine's run time, rather than the operator's turn  
rate, bounds how often an evaluation campaign can be run; the build-time cost of Section 9.1 still  
applies. The design target is a federated deployment across workstation and edge nodes, and the 
demonstration runs on one machine. In the federated design the units are further deployments of the  
same fixed roles, not agents that plan their own work.



Why not the conventional build. The natural agentic design is an orchestrator with a retrieval agent, a 
proponent, a critic and a judge converging on a recommendation. That recommendation is the output 
the system must not produce: a committee handed a converged recommendation has been handed a  
decision, the coordination failures of Section 3.2 would be invisible to it, and the spread it needs is  
what such a design removes. A coding-agent build was not used for the reasons in Section 7.1, and  
because the scope document requires every ruling to be made by the scientist and recorded before it  
takes effect; an agent that proposes and executes in one step reverses that order.

8. Related work

AI-assisted software engineering. The process claims adopted in Section 4 come from a methodology 
for AI-assisted development [8], an instrumented case study of governable agentic engineering [7],  
and published harness designs for long-running coding agents [1,2]. The randomized trial and its 
update [5,6] are the main controlled evidence on developer productivity with AI tools; neither tested 
the interactive method described here.

Multi-agent systems and debate. MAST [3] is a systematic account of how multi-agent systems fail.  
Work on debate [17,18] and on self-consistency [26] bears on how SIM repeats and adjudicates 
claims, and work on models as judges [15,16] bears on the choice of a judge from a different model 
family in fred's release suite.

Provenance and reproducibility. The provenance record in Section 5.2 applies established practice: 
the W3C PROV data model [25], surveys of provenance for computational tasks [23], and rules for 
reproducible computational research [24]. The emphasis in this work is granularity: provenance is 
attached to each value a model produces, including each citation, rather than to a workflow run as a 
whole. Work on nondeterminism in LLM inference [13] bears on what a pinned engine can and 
cannot promise when its model is hosted.

Language models in science. Autonomous agents that plan and run chemical experiments [28] or 
carry  out  open-ended machine-learning  research  [29]  have  been  demonstrated  on  tasks  where  a 
wrong step  is  cheap to  detect.  The  documented  rate  of  fabricated  and erroneous  citations  from 
language models [22] is the reason for independent citation re-resolution.

People using decision aids. R4 withholds the decision from the system, but withholding a verdict  
does  not  by  itself  protect  a  committee  from over-reliance.  Automation  bias  produces  errors  of 
omission and commission when decision aids are imperfect, occurs in experts and in teams, and is  
not prevented by training or instructions [30]; in clinical decision support it is mediated by workload, 
task complexity and time pressure [31]. Whether presenting a spread of rulings with provenance 
reduces over-reliance, or adds anchoring on the modal ruling, is not tested in this work (Section 9.2).

This paper does not survey language-model systems for drug discovery; its comparison is with the  
engineering practices of Section 3.

9. Discussion

9.1 What the approach gives up

The costs  are real.  The model  does not  read the live repository;  it  reads uploads,  and the most  
frequent build-time failure (Table 3, first row) follows from that, a class a coding agent removes 
entirely. Throughput is bounded by the operator's turn rate, so a coding agent would surface new 
failure classes sooner. The method does not transfer: its rules are prose that one person enforces,  
where hooks could be run by anyone. These costs govern how quickly the method finds its own 
defects and whether a second engineer could run it. They are also not fixed: as the models and the  
application change, the share of work the model takes within the division of Section 4.1 changes with 
them, and the costs stated here are those observed over the versions the build spanned. In the author's 
assessment they do not reduce the correctness of the delivered software or the defensibility of its  
outputs; these depend on the checks, and the checks are the same in both practices. On the product  
side, a hosted model limits what the pinned engine can promise (Section 5.1), and the serial engine  
limits throughput (Section 5.5).



9.2 Limits of the evidence

This is a first-person account by one practitioner of two systems, and the assessments in Tables 1 and 
2 are made by the party they favor. There is no controlled comparison against a coding-agent build of 
either system or an agent-team implementation of either task. The failure catalog is complete for the 
two project records and unknown beyond them. The build-method figures in Section 4 come from the 
author's project records, summarized in [19], and cannot be audited independently of this paper. The 
identity of the model that drafted each artifact was not part of the build record described here, and 
applying M2 to the build would add it.

On  the  product  side,  the  language  model  is  hosted  and  not  pinned  (Section  5.1).  The  SIM 
demonstration  has  no  positive  control,  and  the  origin  of  some  identifiers  the  arbiter  cites  is 
unresolved (Sections 5.4 and 7.2).  The premise that a committee is better served by a spread of 
rulings with provenance than by a converged recommendation is argued from R4 and has not been 
tested with committees [30,31].

The rows of Tables 1 and 2 that concede advantage to agentic practice make the assessments testable: 
a  reader  who  disagrees  with  a  row  can  name  the  measurement  that  would  settle  it.  Two 
measurements  would move the  architecture  claims from assessment  to  evidence.  The first  is  an 
agent-team implementation  of  the  same dossier  task  on  the  same compounds,  with  its  citations 
classed the same way. The second is a comparison of committee decisions made from a spread of 
rulings with decisions made from a converged recommendation.

9.3 When agent frameworks are right

Nothing here argues against agent frameworks in general (Section 8 notes where autonomous agents 
have been demonstrated). The same author's ScienceClaw platform [32] runs autonomous monitoring 
and synthesis workflows over oncology trial registries and news under an orchestration framework, 
with  deterministic  scripts  for  counting  and  scoring,  a  second  model  checking  every  outbound 
communication against a scope document, and a person approving each expansion of scope. There 
the unit of work is a surveillance finding checked before it is sent, and no committee owns it as a  
decision; an agent framework is the right design for it.  The argument of this paper is limited to  
systems for which R1 to R4 and M1 to M4 hold.

9.4 Four questions to ask of any decision-support system

Four questions follow from R1 to R4 and apply to any AI decision-support system in this setting,  
whoever built it.  Which version of which engine, and which model, produced the claim? Was it  
replicated, and what was the spread? Where did each citation come from, and was it checked outside 
the engine? Who decided? A system that cannot answer them has produced a plausible answer, and 
under R1 a plausible answer is not enough.

10. Conclusion

For decision support in pre-clinical drug discovery, this paper keeps the process discipline of agentic 
engineering and declines its two default choices. It keeps verification outside the model, a person 
holding judgment, and failures converted into standing controls. It declines the coding agent, at a cost 
in throughput, transfer and live-repository access, so that every command on the target machine is  
run by the operator and every science decision the data forces is put to a scientist and recorded before 
it takes effect. It declines the agent team, because a team that plans its own path and converges on an  
answer removes the attribution and the visible disagreement that a committee acting on the output 
needs.  The  alternative  is  one  pinned  reasoning  engine  in  a  topology  fixed  before  run  time,  a 
provenance record on every value, replication published as a spread, and a person who decides. Its  
limits are stated: the model behind the engine is hosted, and its identity is recorded but not pinned; 
replication measures stability and does not establish correctness; and the comparisons are the author's 
design assessments against stated requirements. The measurements that would test those assessments 
are named in Section 9.2.
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